
The material in this lecture is taken from “ZooKeeper: Wait-free coordination for Internet-Scale 
systems,” by P. Hunt, M. Konar, F. Junqueira, and B. Reed. It was presented at the Usenix Annual 
Technical Conference, June 23-25, 2010, Boston, MA, and can be found at http://
www.usenix.org/event/atc10/tech/full_papers/Hunt.pdf. 



Some of the bullet points are taken from the slides used at the conference presentation of the 
paper. These slides can be found at http://static.usenix.org/event/atc10/tech/slides/hunt.pdf. 
Note that ZooKeeper is not only a production system (at Yahoo!), but is also open source. 









To make this work, non-leaders issue a read on the ready znode, with the watch flag set. They 
are then notified, via the watch, when that znode is deleted. They then wait until new ready znode 
is created, then read config info. 

What if a non-leader sees the ready znode, then starts reading configuration data, but in the 
meantime a new leader takes over, deletes ready znode, and starts writing new configuration info? 
What prevents the non-leader from reading some of the old configuration along with some of the 
new? It is guaranteed that it will receive the watch notification before it can read any of the new 
configuration info. 















One of the servers is the leader (primary), the others are followers. Clients may connect to any of 
the servers. Each server has a complete copy of the database — consistent, but not necessarily 
up-to-date. Servers handle client reads locally (and immediately). Writes are forwarded to leader, 
who uses a totally ordered causal broadcast protocol to distribute to all servers. Thus the leader 
determines the order of writes. If the leader crashes, a new one is elected. It’s guaranteed that all 
updates started by the old leader are continued by the new leader before it propagates new 
updates. Sequence numbers are used to maintain ordering, but vector clocks are not necessary 
since ordering is determined solely by the leader. 

The entire database is kept in primary memory on each server. It is periodically checkpointed to 
disk, and a log is kept of updates since the checkpoint. 




